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1 - Introduction
Machine learning is a field of computer science where instead of giving the program a
specific set of instructions, the program finds its own solution to a given problem. Writing a
program that looks at an image and identifies what is in it is difficult. What an object “looks
like” is subjective, and this program must take into account rotations, angles, placement, size,
etc. Machine learning, instead, is creating a program that can teach itself what an object looks
like by looking at examples and recognizing patterns [Nielson]. A neural network is a type of
machine learning program that uses stacked layers of neurons. Data gets fed directly from the
image to the first layer of neurons. Some neural networks are “feedforward,” meaning that the
information outputted by each neuron is sent in one direction. The output information from each
neuron moves from one layer to the next and can skip forward several layers but can never be
sent backwards. However, not all neural networks are feedforward [Nielson].

Figure 1.1: Image of a network of neurons (Michael A. Nielsen, “Neural Networks and Deep
Learning”).
Originally, neural networks used neurons called “perceptrons” as a way for them to make
decisions. Perceptrons have binary inputs and outputs. They receive any number of 0s or 1s as
input and each one has a “weight” applied to it. The perceptrons in the first layer look at the
pixels in a grayscale image. If a pixel is white, the perceptron outputs a 0, and it puts out a 1 if
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the pixel is black. After that, the following perceptrons each receive some binary inputs and
multiply each input by their individual weights. Every input is multiplied by its weight and
summed together. If the sum is greater than or equal to the neuron’s “threshold value,” it outputs
a 1, and if it is less than the threshold value, it outputs a 0.
How exactly does a perceptron know what weight to apply to each of its inputs and what
threshold value to use? At first, the weights and threshold values for each input and neuron are
initialized with random numbers. Then, the program evaluates how accurate the model was when
making guesses (this is discussed in more detail in Section 2.3 — Loss & Loss Functions). It
adjusts weights and threshold values to make better guesses each time the program runs. More
recently, neural networks have employed “sigmoid neurons” as opposed to perceptrons. The only
difference is that sigmoid neurons input and output any real number between 0 and 1 as opposed
to just 0s or 1s, which makes the neurons differentiable [Nielson].
An “image classifier” is a neural network that looks at an image and predicts what is in it.
Image classifiers use training data, or a set of many images each labeled with what object is in it,
to teach themselves what a certain object looks like. Usually, a set of training images contains
tens of thousands of pictures, and each one must be labeled manually by humans. There is also a
separate, smaller set of images which the neural network uses to test itself. The network only
trains on the training images, and it only tests on the testing images (this is explained in greater
detail in Section 2.1 - Overfitting).
An image classifier uses many layers in its neural network to classify an image.
Sometimes, the first layer is a connection from the pixels in the image to the neurons. If we have
multiple classes (or types of objects) in our training data, then we need one output neuron for
each possible class. If we have three possible outputs — a bird, a bee, or a bed — then there will
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be three neurons in the very last layer. After every neuron has finished its calculations and
outputs, every output neuron outputs some real number between 0 and 1, and whichever number
is highest is what the network guesses it is looking at. If the model uses a common loss function
called “categorical cross-entropy,” for example, then the outputs of all the neurons in the final
layer will all sum to 1.0. So, if the first neuron represents a bird, then that neuron could output a
.3. The second neuron, representing a bee, could output a .6. And the third neuron, representing a
bed, could output a .1. The second neuron has the highest value, and so the neural network
guesses that it is looking at a bee [Nielson].
This, essentially, is how most neural networks and image classifiers work. Let us go more
in-depth into how image classifiers make their decisions and train themselves.

2 - How Image Classifiers Train
2.1 - Overfitting
Overfitting is a phenomenon in machine learning where a model does worse during
testing than it does during training. As Michael A. Nielson says in his book Neural Networks and
Deep Learning, “It may just mean there's enough freedom in the model that it can describe
almost any data set of the given size, without capturing any genuine insights into the underlying
phenomenon. When that happens the model will work well for the existing data, but will fail to
generalize to new situations. The true test of a model is its ability to make predictions in
situations it hasn't been exposed to before” [Nielson].
Overfitting is caused by a neural network finding irrelevant patterns in the images it is
studying. For example, let us say that we are creating a neural network that tells the difference
between apples and oranges, but every apple image is, coincidentally, photographed outside and
every orange image is photographed inside. The neural network, when training, may incorrectly
5

identify blue skies and green grass as being part of an “apple,” and may incorrectly identify
fluorescent lights and tiled floors as being part of what makes an orange an “orange.”
Essentially, a neural network will always try to find the strongest patterns between images of the
same class. This is an extreme example but can become a serious issue for neural networks if just
52% of apple images are taken outside and 48% of orange images are taken outside.
Additionally, the volume of images can cause overfitting. Let us say our neural network
is comparing two completely unrelated objects, like the moon and a cat. Let us also say that in
our data set of training images we have 10,000 images of the moon and 10 images of cats. This is
called “dataset imbalance.” While it may be easy for a working neural network to tell the
difference between these two things because they look so different, the neural network will
quickly learn that by guessing that the image contains the moon every single time, it will
correctly classify an image 10,000/10,010 times, or 99.9% of the time. Now, let us say the
reverse is true for the testing images. Let us say that for the testing images, we have 10,000
images of cats and only 10 of the moon. Using what it learned from training, it will guess that it
is looking at the moon every single time and may take very little consideration in the actual
patterns it sees. This would result in a scenario where the same neural network with the same
weights would be 99.9% accurate while training, but only 0.1% accurate when testing. This is
another extreme example, but in less extreme cases the number of images of each class can lead
to overfitting. Many modern image classifiers, including our own, employ a system where it
randomly chooses a class, then a random image from that class. With careful programming,
dataset imbalance may not cause overfitting.
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Figure 2.1.1: Visualization of overfitting (“Underfitting and Overfitting in Machine Learning.”
GeeksforGeeks)

Figure 2.1.2: Visualization of overfitting (“Underfitting and Overfitting in Machine Learning.”
GeeksforGeeks)
In Figure 2.1.1 and Figure 2.1.2, we can see two different visualizations of overfitting.
In Figure 2.1.2, we can see how a model may draw a metaphorical “line” between two types of
objects. Some X’s are in the “O area,” like how an apple may look like an orange in the right
lighting. The ideal classification is the type that we see in the center. Statistically, if we have
some unknown object in the “X area,” there is a very good chance that it is an X, and the neural
7

network will correctly identify it. Similarly, if an object is in the top-right, there is — statistically
— a very good chance that it is an O, and our neural network will have no issue correctly
classifying it. However, the model we have on the right in Figure 2.1.2 is overfit. Let us take a
closer look at it and imagine we have an object that appears on the blue star:

Figure 2.1.3: The issue with overfitting (“Underfitting and Overfitting in Machine Learning.”
GeeksforGeeks)
By looking at the larger picture of the O’s and X’s, we can clearly see that any shape that
is placed in the star’s spot is statistically very likely to be an O. But, because of how overfit the
model is, this neural network will instead say that the star must be an X.
In Section 1 - Introduction, it was mentioned briefly that a model trains on a separate set
of images than that on which it tests itself. Overfitting is a major reason why this is the case.
When making a neural network, we want the model to be able to correctly identify an image it
has never seen before. Having the network train on images and then test itself with separate
images is a good way to truly know how well the model can detect the patterns we want it to
detect. It is important to know that the model is seeing relevant patterns.
8

2.2 - Dropout
Dropout is one technique that is used to reduce overfitting. Dropout is the process of randomly
choosing neurons to temporarily remove from the neural network while training. Take these images of a
simple neural network as an example of how dropout works:

Figure 2.2.1: Model of how dropout works (Michael A. Nielsen, “Neural Networks and Deep
Learning”)
Here, several neurons have been removed from the model during one of the neural
network’s training phases. Most of the time, dropout in neural networks is set to remove half of
the neurons (or output from neurons) during training. The neurons that get removed are decided
by a random number generator. The model trains for one batch with these neurons removed, then
the random number generator decides a new set of neurons to drop out.
This process seems very counterintuitive: why does removing neurons from a model
improve it? Is it not better to train every neuron as many times as possible and to train them
equally? Every neuron is only getting half the amount of training time. Also, the neurons are not
learning to work together. It does not feel like this should improve training results or testing
results. Every neuron is changing which neurons it is working with every time the program
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decides what will be dropped out. Shouldn’t the weights be different depending on which
neurons it is working with? Then, when all neurons are brought back to work together, none of
the neurons have learned what their weights should be when all neurons are together. Despite our
intuition, dropout consistently improves neural networks by reducing overfitting. How can this
be? [Srivastava]
Dropout’s effectiveness is not so strange when we consider how organisms reproduce and
naturally select. Simple organisms reproduce asexually. This is an effective way to naturally
select a species: the best organisms that survive the longest make more clones of themselves, and
weaker ones die sooner and reproduce less. However, most advanced organisms reproduce
sexually. This, like dropout, is counterintuitive. Shouldn’t sexual reproduction produce worse
offspring? Assuming that one organism is more “fit” to survive than the other (ie: there is always
a “reacher” and a “settler”), their offspring should be less fit to survive, supposedly, than if they
were just a clone of the more fit offspring. We mix the “fit” genes with the “less fit” genes to get
an organism that is, supposedly, less fit than the settler and more fit than the reacher. However,
the fact that all advanced organisms reproduce sexually seems to be evidence that this
assumption is false. Somehow, sexual reproduction leads to more effective natural selection
[Srivastava].
This is likely because genes are more complicated than just being “good” or “bad,” or
just producing “good” or “bad” results. The ability of a gene to be robust and work well with
other random genes is also important in natural selection. Sexual reproduction, and dropout,
require every gene, or node, to be independent. Every gene and node must do something useful
on its own. When using a network with no dropout, every node depends on every other node to
make up for its shortcomings. When using dropout, if a node is not producing effective results its

10

ineffectiveness becomes more apparent and is forced to adapt. Every time the network decides
which nodes it is going to drop out and which will stay, it is doing something similar to sexual
natural selection. It is not just asking “are these nodes producing the right results?” It is testing
each node’s ability to work with every other node. When forcing new grouping of neurons, it is
forcing each node to not rely on each other. If a node uses another node as a crutch for its output,
the node will have to change because the crutch will not be there all the time. This is called
“reducing neuron correlations” [Srivastava].

2.3 - Loss & Loss Functions
When training and testing, most neural networks return two results: the “accuracy” and
the “loss.” When training, the model returns “training accuracy” and “training loss,” and when
testing, the model returns “testing accuracy” and “testing loss” (“Testing” is sometimes called
“validation”). Accuracy is more straightforward. Let us assume there is a neural network that
looks at 100 images and correctly classifies 73 of them while training and 67 while testing. In
this case, the training accuracy of this network would be 0.73 (or 73%), and the testing accuracy
would be 0.67 (or 67%). The training and testing accuracy of a model is simply a number
between 0 and 1, where 0 means that the network incorrectly classified every image it looked at,
and 1 means that the network correctly classified every image it looked at.
Loss, like accuracy, is one way of measuring how “good” a model is. However, loss is a
more complex summary of how well a network is classifying its images than accuracy. Accuracy
is just a percentage of how often the model guesses the right answer, but loss takes into account
the model’s confidence in its answer. To elaborate, let us say we have a network that classifies
three images. The network is looking at an image, but it is not 100% confident in what it is
looking at. Instead, it is 60% confident it is looking at a dog, 30% confident it is looking at a cat,
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and 10% confident it is looking at a horse. Because its confidence is highest in it being a dog, it
guesses that the object is a dog. Accuracy would simply tell us whether or not the network got
the right answer, but a “loss function” takes a look at these probabilities that the network created.
All loss functions calculate loss somewhat differently, but they all share the same general idea:
false confidence is penalized. Let us examine one of the simpler loss functions: Hinge Loss, or
Multi-Class SVM Loss:

Figure 2.3.1: Formula for Hinge Loss (Parmar, Ravindra. “Common Loss Functions in
Machine Learning.”)
This equation looks scary but is very simple. For every image that a network looks at, the
network sums up the probability of that image being each class. sj is the probability of an image
being from the jth class and syi is the probability of the image being the class that we know is the
right answer. Let us look at an actual example to get a better idea:

Figure 2.3.2: Sample Logits (Parmar, Ravindra. “Common Loss Functions in Machine Learning.”)
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Let us say that a neural network looks at these three images, and has the three classes dog,
cat, and horse to choose from. The numbers below the images, called “logits,” are the general
raw network output and imply how likely that the image is from that class. A great positive
number represents a strong prediction that the image is from that class, and a great negative
number represents a strong prediction that the image is not from that class. For the image of the
puppy, it gave dog a -0.39. This means, for some reason, this network is not quite sure if this
image contains a dog, but slightly leans towards “not a dog.” However, it gives horse a 4.21,
which means that the network is very certain that this image contains a horse. How exactly it
comes to these strange conclusions is not important but let us calculate the loss of one of the
training examples using the equation at the top.
Let us find the loss of the image of the puppy, Image #1. When j = 1, we look at the
probability of class 1, which is dog. We know this is the right answer, so we “skip” this part
(notice the j ≠ yi under the sigma). Moving on to j = 2, we see that it gave cat a 1.49, so we find
max(0, (1.49)-(-0.39)+1). This equals max(0, 2.88), which equals 2.88. Now we move on to j=3,
where the network gave horse a 4.21. Again, we calculate max(0, (4.21)-(-0.39)+1), which
equals max(0, 5.6), which is 5.6. Finally, we add these two values up to get 2.88 + 5.6 = 8.48.
8.48 is the loss of this training example, which is very high. The closer the loss is to 0, the better.
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3 - Input Images: The German Traffic Sign
Recognition Benchmark (GTSRB)
The image classifier that we built uses input images from a public dataset called the
“German Traffic Sign Recognition Benchmark,” or GTSRB for short. It is a dataset of 43
classes, all of which are different traffic signs seen in Germany. It contains 39,209 training
images and 12,630 testing images. The images can be as small as 15x15 pixels and can be as
large as 250x250 pixels. All images are in RGB. In other words, the images are colored and not
grayscale. This dataset was chosen because of how user-friendly the site and download process
is, the images were all in RGB, there are a large number of classes, and because of the high
quantity of images. Here are some examples of input images in the GTSRB:

Figure 3.1: Example Input Images (German Traffic Sign Benchmarks)
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There are many different files and datasets that can be downloaded from the website, but
the ones that suited our purposes best were GTSRB_Final_Training_Images.zip,
GTSRB_Final_Test_Images.zip, and GTSRB_Final_Test_GT.zip.
3.1: Training Images - In GTSRB_Final_Training_Images.zip, the folder with the training
images, there are 43 subfolders labeled 00000 to 00042. The images can be found within each of
these subfolders as .ppm files, and there is also a .csv file within each subfolder. The .csv file
contains information for each image in that file including the name of the file, the width and
height of the image, the x and y coordinates of the top left corner and bottom right corner of the
bounding box of the traffic sign (see Figure 3.1.1 for an example of a “bounding box”), and the
ID of the class that the image belongs to.

Figure 3.1.1: Example of a Bounding Box (German Traffic Sign Benchmarks)
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Figure 3.1.2: The CSV File

3.2: Testing Images: The test images folder, GTSRB_Final_Test_Images.zip, is structured
somewhat differently. It contains one giant “Images” folder with all 12,630 test images in it
along with one .csv file with the annotations for all the images. The annotations for this .csv file
contain the same information as the one for the training .csv’s, except it does not include any
class IDs for the images. This dataset was originally created to allow participants to make their
own image classifiers for a competition. The users would compete in a 50-day competition from
late 2010 to early 2011 to create an image classifier, then submit theirs to the website. Because
of this competition, the testing images folder contains a .csv which omits the class IDs for each
image. GTSRB_Final_Test_GT.zip, our final file, contains only the .csv file with the class IDs
for every image. This .csv file and the one from the test image folder are exactly the same,
except this one does not omit the class IDs. These class IDs allow us to see the validation
accuracy and loss for every epoch. Once the testing images have labels, we can have our image
classifier predict the class of each image during the testing phase, and we can see how often the
classifier gets the right answer. The test images are still not sorted into folders labeled 00000 to
00042, like the training images, because of this competition. This issue is addressed in Section
4.1.3: Making Folders for Test Images.
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4 - Models
Section 4 - Models is divided into three parts. First, we will discuss the different software used
during research. Then, we will discuss two Python 3 programs we created; a program used to put
the testing images into folders for their class, and the image classifier itself. Lastly, we will
discuss what exactly makes an image classifier “good.” Before progressing to Section 5 Results, it is necessary to discuss how we know that a model is good and how good it is.

4.1 - Methods Used
4.1.1: Google Colab: Originally, the image classifier was built using Google Colab. Google
Colab is Cloud-based software that works like Google Docs or Google Slides. It is free and
allows the user to enter Python code, run it, and share their code with others. Colab is excellent
for running programs that do simple calculations, for running simple algorithms, and as an
educational platform. Training neural networks, however, is very slow with Colab. Because of
this, we moved to visbox.
4.1.2: visbox: With Colab’s slow speeds, we could not get anything done. For every minute
change we made, we would have to wait hours to see the results. To solve this issue, we moved
to using visbox, a powerful computer with two Titan X GPUs residing at Washington College.
This computer is remotely accessed using PuTTY, a software that allows Windows users to
access other machines. Switching to visbox was a huge improvement: moving the image folders
to the correct directory went from taking six hours to 30 seconds. Training could also be done
much faster, so now we could utilize larger batches or train for more epochs in the same amount
of time.

4.2 - Programs Created
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4.2.1: Making Folders for Test Images: As mentioned in Section 3.2: Testing Images, the test
images are all sitting in one giant “Images” folder. The GTSRB website does provide a .csv file
listing the class IDs for each of these images, but the images must be sorted by the users
themselves if they want them organized by class. While it may be possible to create an image
classifier with unorganized images and a .csv file, we decided it would be best to make a
program to sort the images into respective folders. We made a program,
put_test_images_in_folders.py, entirely dedicated to scanning the .csv file and sorting every
image into its own folder from 00000 to 00042:

Figure 4.2.1.1: put_test_images_in_folders.py

4.2.2: The Image Classifier: Figure 4.2.2.1 on the following page is the actual code for the
image classifier. make_model(), as the name implies, defines the model. It was originally
designed with more layers, but such a complicated model overfits very quickly. We achieved the
best results with just the layers shown. Below that is make_datagens() which retrieves the
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images from where they are located and also defines the batch sizes. Lastly, train_model() calls
the first two methods and, as the name implies, trains the model. It also creates a “checkpoint,”
which saves the model’s information after every epoch. More information on how we arrived at
the different values for the variables can be found in Section 5 - Results.
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Figure 4.2.2.1: train.py
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4.3 - What Makes a Model Good?
As we discussed in Section 2.3 - Loss & Loss Functions, a common way of measuring
how well a model is working is by looking at its accuracy and loss. To get more specific results,
we can look at its “confusion matrix.” A confusion matrix is a table of values that specifies what
classes are often mistaken for each other. To get a better understanding of confusion matrices, let
us look at an example of one:

Figure 4.3.1: Example Confusion Matrix (ENVIConfusionMatrix)

Here, we can see a confusion matrix for an image classifier that classifies images of
common landscaping objects. In this confusion matrix, we can see an aggregate of what this
image classifier predicted. The table is meant to be read column-to-column to get useful
information. For example, let us look at the “Concrete” column. Every value along the diagonal
is how many times the classifier correctly classified the image it was looking at. If we look at the
other values in the Concrete column, we can see what else the classifier guessed when it saw an
image of concrete. If we look at the cell in the Concrete column, Asphalt row we see a 4. This
means that the image classifier predicted it was looking at asphalt 4 times when it was actually
looking at concrete. If this feels confusing or hard to read, notice the axes’ labels: “Truth” and
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“Predicted.” The rows represent the predictions, or what the classifier thought it was looking at.
The columns represent “ground truth,” or what the classifier was actually looking at.
Sometimes it is not important for an image classifier to always get its results right for
every single image. For our image classifier, we do not have a lot of room for error. It is very
important that a self-driving car understands the difference between a 40 km/h and a 60 km/h
sign, and the difference between a yield sign and stop sign. Some few signs, however, should
have no effect on the behavior of the car. For example, we do not really care if our car can
understand a “school zone” or “pedestrian crossing” sign. The car should always be driving
safely and watching for children and pedestrians, regardless of where it is. The car should not
stop for pedestrians only if it sees a sign telling it to do so. Therefore, if our image classifier has
trouble telling the difference between the many different yellow signs we see in America (school
zone, pedestrian crossing, deer crossing, deaf child area, sharp turn, etc), this is no big deal. A
self-driving car should always drive as though it is in a town filled with deaf children, and it
should take every turn carefully.
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5 - Results
The best validation accuracy we could achieve overall was 94.1%. At first, the project
concluded with a 91.1% validation accuracy, but between the time we concluded the technical
part of the research and the time we recorded the results, Tensorflow had updated from
Tensorflow 1.0 to Tensorflow 2.0. This subtly changed the way the code worked, and so
validation accuracy dropped to 86.7% as a result of this update. This change is discussed in more
detail near the end of this section.
In the initial training session, the best validation accuracy achieved was 62.5%, and loss
got as low as 1.27. The model was capable of reaching relatively high accuracies from the onset,
considering the high number of classes. Our first issue was that the model would reach a
validation accuracy in the low 60s, then suddenly drop to 0.4% validation accuracy. This was
strange; while overfitting like this was to be expected, the results did not appear to be “normal”
overfitting. First, there are 43 classes. Randomly guessing a class would result in about a 2.3%
validation accuracy, meaning this supposedly “overfitted” model was doing worse than randomly
guessing. Second, the overfitting was sudden. The validation accuracy would not plateau then
taper off slowly, like most overfitting causes. From one epoch to the next, it would climb slowly,
then suddenly drop to less than a percent. Third, the model appeared to be (until the sudden dropoff) “reverse-overfitting.” In essence, the model would consistently produce better validation
accuracy than training accuracy. If the model was overfitting, why was it testing better than
training?
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Figure 5.1: Initial Training Results

We suspected that something deeper than regular overfitting was occurring, so the first
change we made to the model was adjusting the learning rate. We first suspected that this was the
cause of the sudden drop in accuracy. Changing the learning rate caused a massive improvement
in results, but it did not fix the issue with the plummeting accuracy. The learning rate was
adjusted from the default value of 0.01 to 0.00001. To compensate for the smaller learning rate,
we increased the batch size from the default value of 16 to 64. This was not enough, as the
training ended with an accuracy of only 51.6%, and the loss was only 1.91.

Figure 5.2: Training Results with Reduced Learning Rate and Increased Batch Sizes
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Because the model clearly was not training for long enough, the number of epochs were
increased from 15 to 64, and the steps per epoch were increased from 1500 to 2048. This caused
a massive leap in validation accuracy from 62.5% to 83.0% and cut the loss from 1.27 to 0.7277.
Interestingly, while reducing the learning rate and allowing the model to study more examples
raised the accuracy by more than 20%, this did not solve the issue of the plummeting accuracy.

Figure 5.3: Training Results with more Epochs and Steps per Epoch

It was very strange that decreasing the learning rate by so much still caused such a
sudden drop in the learning rate. At this point, we tried adjusting the number of epochs and steps
per epoch further. We used smaller epochs but more of them; the number of epochs quadrupled
from 64 to 256, but each epoch was one-quarter the original size, from 2048 steps to 512 steps.
Validation accuracy rose a bit from 83.0% to 85.8% and loss dropped a bit from 0.7277 to
0.6171. We got some small increases in accuracy from this, but the issue persisted.

Figure 5.4: Training Results with more Epochs and Steps per Epoch
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After this, we tried halving the dropout rate from 0.5 to 0.25. This, again, was met with a
small increase in validation accuracy, but the overall issue persisted. Validation accuracy
increased from 85.8% to 87.1%, and loss decreased from 0.6171 to 0.5654.

Figure 5.5: Training Results with Smaller Dropout Rate

Finally, we discovered the cause behind two of our most persistent problems: why the
program consistently produced better validation accuracies than training accuracies, and why the
validation accuracy would plummet suddenly. The issue was that the “activation” had to be
changed from “sigmoid” to “softmax.” The issue was that our loss function relies on the
probabilities at the end all adding up to 100%. However, there was nothing in our code that
would enforce this. “softmax” forces the logits to sum to 1.0. After changing the activation, the
validation accuracy stopped suddenly plummeting to below a percent, and additionally, the
validation accuracy now stayed 2% below the training accuracy, which is consistent with most
other models. The mystery was solved. After this, we tried doubling the testing and training
batch sizes to 128 each. With these two adjustments, the validation accuracy improved from
87.1% to 91.1%, and loss decreased from 0.5654 to 0.3947. We met our personal goal of ≥90%
validation accuracy, and the technical part of the research was concluded.
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Figure 5.6: Training Results with Improved Activation and Increased Batch Sizes

As mentioned at the beginning of this section, this was not quite the end of this part of the
research. Between finishing the model and writing down the results, Tensorflow updated and
now enforces that a model does not reuse any images during training or testing. Essentially,
(training batch size * steps per epoch) ≤ (total number of training images), and (testing batch size
* validation steps) ≤ (total number of testing images). We had not realized that we were
recycling images during training and testing. Now, we had to ensure not to recycle any images.
The number of validation steps were changed to 80 and steps per epoch were halved to 256. As a
result, validation accuracy fell to just below 90%. Very briefly, we fixed this by returning the
dropout rate to 0.5, from .25, we quadrupled the second-to-last dense layer from 64 to 256, and
we raised the learning rate from .00001 to .0001. This brought the validation accuracy up to
94.1%, even higher than before, and the technical part of the research concluded again.

Figure 5.7: Final Training Results with Tensorflow 2.0

27

6 - Attacks & Misuse
To conclude this paper, we feel it important to shed some light on how image classifiers
are being used and attacked today. Image classifiers and other neural networks already have a
large impact on many industries, and their influence is likely to grow over time. This is why we
feel it is necessary to examine ways in which image classifiers can be attacked in the real world,
and also how they are being misused by people who do not understand them well.

6.1 - Breaking Image Classifiers
Tom B. Brown, Dandelion Mané, et al. created something called an “adversarial patch”
which is a sticker that is meant to purposely confuse an image classifier. This sticker looks like
nonsense to a person but makes an image classifier think that it is looking at an actual object.
The researchers created an adversarial patch that resembles a toaster to many different classifiers,
not just one specific one, that are trained to recognize toasters.

Figure 6.1.1: Toaster Sticker: Brown, Tom B, et al. Adversarial Patch
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What makes this sticker so significant is that it makes it much more difficult for the
image classifier to classify any other objects in the image. While it can still certainly still see the
banana, it no longer is considered the “subject” of the image. The sticker drowns out everything
else in the image. Additionally, the sticker takes up little room in the image, and does not need to
obscure — partially or fully — the actual subject. Also, it does not resemble a toaster to a
person, meaning that this can be hidden or disguised as simple street graffiti. The researchers
behind this patch were not the first to find ways to “trick” image classifiers into misidentifying
objects. In earlier work, attackers would select an input image from a pre-trained neural network
along with the image’s actual classification. After that, they would decide what they wanted to
trick the image classifier into seeing. Then, a neural network would subtly change the RGB
values of each individual pixel in the original image until an image classifier recognized the
image as something else. This is done by initializing new RGB values for the “noise” that is
added, and these values are tested to see if they give the desired results. The process is very
similar to creating a classifier itself. The RGB values that we can see in Figure 6.1.2 below are
tested and trained until the correct combination of values are found. Figure 6.1.2 below also
shows how an image classifier changes its classification when this “noise” is added to the image.
The goal is to create an image that looks, to us, exactly like the original image, but identifies as
something completely different to an image classifier. The noise in the figure is being amplified
in magnitude so we can see it. At its normal values, it looks like a grey square.
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Figure 6.1.2: Adversarial Attacks: Goodfellow, Ian j, et al. Explaining and Harnessing Adversarial Examples.

The toaster sticker was created in a similar way. Researchers decide what image they
want to trick an image classifier into seeing, then train a patch that is meant to resemble a toaster
to an image classifier. Given a wide variety of input images to choose from, a random part of a
selected image is chosen as the spot for the patch. Random translations, scaling, and rotations are
applied to the patch in every image to verify that the patch tricks the image classifier in any
orientation, lighting, or rotation. Different designs are generated by the neural network and
tested. The patch from Figure 6.1.1 was the most effective one they found.
This is different from the original method in two major ways. First, this sticker is trained
to be able to trick a neural network in any image it is placed in (as long as the image classifier is
already trained to classify the image the sticker is meant to resemble). Before, the “noise” added
to the image was specific to that one image. The toaster patch can be placed in any image with
any subject. The patch is also trained to work under any lighting, angle, orientation, and
placement in the image (however, certain orientations do work better). Second, this patch does
not change the rest of the image. The noise from before changes the entire image, but the patch
only needs to occupy a small amount of space to work (however, it becomes more effective at
larger sizes). This means this sticker can be placed in the real world and still work. Finally, the
patch works with any image classifier, as long as that image classifier is trained to understand
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what the patch is meant to resemble. These three factors are why this patch, when used in an
adversarial manner, can be used to hurt others.
This toaster patch is important to study, not just because it is cool or weird, but because it
reveals critical flaws in how image classifiers think. While modern image classifiers can easily
reach near-100% accuracy, their modes of thinking are brittle and easy to exploit. The
adversarial patch was created by subtly changing an initial patch through training and testing
until the network found what it considered to be the most toaster-like patch. What is interesting
is that it does not end up with a realistic recreation of a toaster, like we imagine it would. It
creates psychedelic nonsense.
Real-world objects can be subtly changed in ways that seem random or minute to a
person but serve to confuse image classifiers. While tricking image classifiers into seeing
toasters can be silly, Kevin Eykholt, Ivan Evtimov, and another team of researchers have found
ways to trick image classifiers into misclassifying traffic signs. Similar to the toaster patch,
random shapes are digitally added to images of stop signs and tested. The idea is to find the
correct sequence of random shapes, patterns, and orientations that successfully misclassify the
image, and these sequences of shapes are tested from a variety of angles.

Figure 6.1.3: Pipeline Overview: Eykholt, Kevin, et al. Robust Physical-World Attacks on Deep Learning...
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Figure 6.1.4: Stock Sign with Sticker: Eykholt, Kevin, et al. Robust Physical-World Attacks on Deep Learning…

As seen in Figure 6.1.3 and Figure 6.1.4, the digitally generated shapes are printed out
as stickers. Then, the researchers went out into the real-world to apply these stickers to stop signs
to verify that they worked as they did digitally. In this case, they successfully tricked an image
classifier into thinking this stop sign was a 45 MPH sign. This “hack” has the potential to cause
real-world harm.
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6.2 - Ethical Applications
Neural networks, like all technology, can be applied in ethical and unethical ways.
Recently, a US company called Hirevue has begun using neural networks to determine the best
candidates for a job. First, to gather data for this network to train on, past candidates used
webcams to record their answers to several questions online. The candidates are then selected by
humans for the job, and their performances at the job are then tracked over the years. The
candidates’ job performance is recorded, and their initial interviews were saved to be used later.
These neural networks examine new candidates’ facial expressions and tones of voice and
compare them to past candidates. If an applicant answers a question similarly to good employees
and if they have similar facial expressions to good employees, they are graded highly [Hymas].
It is not smart to grade job candidates based on if they have similar facial expressions and
tones of voice as good employees. Hirevue argues, however, that this is an ethical way of
selecting applicants, because computers, supposedly, cannot discriminate based on race or sex.
While computers may function uniformly regardless of their users, this fails to understand how
neural networks truly function. Yes, you can train an image classifier to recognize apples, but
you cannot train an image classifier to have an opinion on apples. However, Hirevue fails to
realize that the data the neural networks receive is, itself, biased.
This method of hiring employees assumes that there is a strong correlation between tone
of voice, facial features, and speech speed between people who would make “good” employees.
Hirevue’s chief technology officer says that the network examines the speed of a person’s speech
because, “If someone speaks really slowly, you are probably not going to stay on the phone to
buy something from them. If someone speaks at 400 words a minute, people are not going to
understand them” (Hymas). Surely, there is more to being a good employee than how they talk
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on the phone. This neural network will unavoidably learn to be biased towards different dialects.
People who speak English as a second language will be less likely to impress the neural network
if people who speak English as a second language perform worse as employees. Clearly, a
person’s accent has no effect on their job performance outside of their customers’ biases.
Additionally, black-Americans, southern and rural Americans, women, LGBT people, and other
groups all have distinct tones and rhythms to their speech and may have a harder time selling
things because of biases leveraged against their groups. If shoppers are less likely to buy
something from a salesperson because they have implicit biases against some group they belong
to, then that salesperson will be considered a “worse” salesperson, even if their low sales
numbers are not a result of their actual skills. If implicit biases in our society affects a person’s
standing, this will inadvertently impact the results of the neural network. The neural network will
notice a correlation between accents and sales numbers. Additionally, studying a person’s facial
expressions is dangerously close to phrenology. Thus, neural networks reproduce human biases.
Neural networks are an incredible achievement of computer science and will undoubtedly
provide positive changes to our world that we cannot predict. Like with almost every invention,
however, they can be abused. It is important to be responsible and critical of misuses of neural
networks when we see them.
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7 - Conclusion
This research into multi-class image classifiers demonstrates both the effectiveness to
which neural networks can be utilized to classify objects and their vulnerabilities. The image
classifier we constructed managed to have a validation accuracy of 94.1% for a dataset with 43
classes.
This paper focuses on outlining what neural networks are and how they function, the
dataset used, programs used and created, how the image classifier changed over time, our results,
research into how image classifiers are purposefully tricked, and a section that outlines one way
that neural networks are currently being misused. Future research could expand upon the objects
the image classifier is capable of classifying such as traffic lights, bicycles, people, animals, road
lanes, and so on, as opposed to just traffic signs. Additionally, this work could be expanded into
classifying images in videos, or possibly even real-time footage. Further research could also
explore how to counter methods meant to purposefully trick image classifiers such as the ones
outlined in Section 6.1 - Breaking Image Classifiers.
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